Technical Report


ENABLING RESEARCH FOR THE

HUMAN OPERATOR

EXECUTIVE SUMMARY

The Naval Air Warfare Center Training Systems Division (NAWCTSD) has conducted a coordinated program of research to address the application of virtual environments to training. The purpose of the Virtual Environment Training Technology (VETT) program was to develop, demonstrate, and evaluate virtual environment technology for training applications. The VETT program included five primary work areas: (1) VETT Enabling Research for the Human Operator (ERHO); (2) Haptic Interface Design and Evaluation; (3) VETT Side Effects R&D; (4) Training Effectiveness Research; and (5) Testbed Development and Utilization. 

This chapter describes the research conducted under the VETT Enabling Research for the Human Operator (ERHO) work area. The objective of this work was to explore the effects of altered sensorimotor loops on human performance and to develop a quantitative model for predicting the effects of alterations on performance, bias, and adaptation.

INTRODUCTION

Within the human sensorimotor system, an interdependent relationship exists between sensory input and motor action; the term "sensorimotor loop" is used to describe this relationship. Within a real-world environment, sensorimotor relationships normally provide a consistent impression of the environment (Durlach & Wiegand, 1995). For instance, the location of an object is perceived to be the same whether it is seen (sensory) or moved by the hand (motor). Within a virtual environment, however, this relationship is often disrupted by distortions within the VE system (time delays, random noise, etc.). These distortions can affect both the perception of information presented to the VE user and the sensing of user responses by the VE system interfaces. 

To develop more efficient VE components, system designers must understand the effects of system distortions on human performance. Previous research (Welch, 1978;  Shinn-Cunningham, 1994) investigated the effects of alterations on response bias, but did not focus on the issue of response variability. Further research was needed to explore this issue as well as to develop a quantitative model for predicting VE user performance. To address these issues, MIT developed a series of experiments exploring the effects of various sensorimotor loop alterations on human performance. Not only did these experiments address issues related to unintentional system distortions (deficiencies in the technology), they also introduced intentional distortions. As researchers (Durlach & Wiegand, 1995) note, ". . . in some cases it appears likely that the training goals could be achieved more efficiently by purposefully introducing distortions to highlight or magnify certain features or critical relationships in the training situation." The ultimate objective of MIT's research was to develop a VE experience in which the user was immersed in the simulation, unable to detect either distortions or enhancements.

Project Background

The Naval Air Warfare Center Training Systems Division (NAWCTSD) has conducted a coordinated program of research to address the application of virtual environments to training. The purpose of the Virtual Environment Training Technology (VETT) program was to develop, demonstrate, and evaluate virtual environment technology for training applications. The VETT program included five primary work areas: (1) VETT Enabling Research for the Human Operator (ERHO); (2) Haptic Interface Design and Evaluation; (3) VETT Side Effects R&D; (4) Training Effectiveness Research; and (5) Testbed Development and Utilization. 

This chapter describes the research conducted under the VETT Enabling Research for the Human Operator (ERHO) work area. Nathaniel I. Durlach served as Principal Investigator. Project results were reported in two technical reports, Durlach and Wiegand (1995); and Durlach, Wiegand, Zeltzer, Srinivasan, Salisbury, Brock, Sachtler, Pfautz, Schloerb, and Lathan (1996).

Outline of this Chapter

The objective of this work was to explore the effects of altered sensorimotor loops on human performance and to develop a quantitative model for predicting the effects of alterations on performance, bias, and adaptation. This chapter is organized into four major sections:

Section 1: Introduction

Section 2: Eye-Hand Research

Section 3: Depth Perception Research

Section 4: Ear-Head Research

EYE-HAND RESEARCH

Objective

The Eye-Hand project was designed to explore the effects of alterations between seen and felt hand positions. In light of the limitations associated with current VE technology (e.g. visual distortions and delays), the alterations presented in these experiments were intentionally designed to degrade performance. This design allowed researchers to gain a broader understanding of human performance in response to distorted sensorimotor cues. 

Experimental Design

This section provides an overview of the methodologies used in the Eye-Hand study. To support the experimental requirements of the project, MIT developed a specialized facility1 that included a viewing box for displaying virtual images and two planar four-degree of freedom manipulanda. During the experiments, subjects were seated in front of the apparatus while grasping the manipulandum beneath the viewing box. The facility was constructed so that subjects could not see the actual position of their hands during experimental trials. A cursor representing the position of the manipulandum was provided on screen along with images of the virtual objects to be manipulated. Subjects were asked to perform a planar version of the Radial Fitts Task2 in which they were required to move the manipulandum from a home position to a virtual target. Data were collected under three conditions described below. 

Pre-Rotation:

Establish Baseline
Rotation:

60º Rotation of cursor in relation to the manipulandum’s true position
Post-Rotation:

Return to non-transformation condition

(Refer to endnotes for detailed information about data collection and analysis.3) 

Experiments

The following series of Eye-Hand experiments were designed to test the VE user's ability to adapt to sensorimotor transformations. These experiments involved performance of the Radial Fitts Task with the following alterations: pure rotation, temporal jitter, modal enhancement, and long-term task exposure. Three subsequent experiments focussed on the effects of closed-loop and open-loop conditions on adaptation.

Pure Rotation Experiments.  The objectives of the pure rotation experiments were 1) to test the appropriateness of using the Radial Fitts Task in measuring the effects of sensorimotor transformations on human performance and 2) to establish a baseline of performance using the Radial Fitts Task. Results indicated that subjects generally experienced a slower rate of adaptation in the rotation condition than in the non-transformation conditions. Researchers (Durlach & Wiegand, 1995) noted further, "the experience associated with the rotation had minimal lasting effect on performance without the rotation."  (Refer to endnotes for examples of "time-to-target" learning curves.4)

Temporal Jitter Experiments.5  The methods outlined in the Pure Rotation Experiment were expanded to include a jitter condition. The jitter condition was designed to simulate the sporadic time delays common in current VE interfaces. Results indicated that experience with the jitter condition neither enhanced nor degraded subsequent task performance. 6  Large intersubject differences were reported.

Modal Enhancer Experiments.7   In these experiments, the Radial Fitts Task was presented under four experimental conditions:

Control Condition


Audio Condition:

A collision noise accompanied contact
Visual Condition:

A flash of light accompanied contact
Haptic Condition:

Haptic sensation accompanied contact



Experimental trials resulted in highly significant intersubject differences. While the performance of some subjects was enhanced by the presentation of modal alterations, the performance of others was degraded. 

Long-term Adaptation Experiments.8   Using the experimental conditions outlined in the Pure Rotation Experiment, trials were extended over a two-week period to measure long-term changes in performance. Comparisons were made between single session learning curves and long-term learning curves. Researchers (Durlach & Wiegand, 1995) report, "it is evident that the performance of the subjects continues to increase over the course of repeated exposure to the task, at a rate similar to the improvement within the first session." 

Path Length Experiments.9   A path length analysis was conducted to examine apparent inconsistencies in the "path length to target" results reported in the preceding Eye-Hand experiments. These results had indicated that path length did not appear to decrease with practice.
Closed-Loop/Position Control Experiments.10   Based on the results of the Path Length Analysis, further research was conducted to determine whether specific training instructions could improve subjects' adaptation to spatial transforms. During the Closed-Loop/Position Control Experiments two instruction sets were presented:
· Distance minimization: Subjects were instructed to "move as directly as possible from home to target. . . ." (Path length feedback was provided.)

· Time minimization: Subjects were instructed to "perform the task as quickly as possible." (Path feedback was removed.)

The data indicated that experience with distance minimization instructions resulted in more direct paths to the target than were evident without explicit spatial instructions. 

Open-Loop/Position Control Experiments.11  The open-loop experiments served as a comparison study to the closed-loop conditions outlined above. Unlike the closed-loop experiments in which the cursor was visible to the subject at all times, the cursor in the open-loop sessions was blanked out between the home position and the target area. Durlach et al. (1996) suggested, "to the extent that closed-loop behavior can be regarded as a sequence of incremental open-loop behaviors, a model for open-loop behavior should be extendable (essentially by integration) to a model of closed-loop 
behavior." The researchers noted further that the open-loop condition allowed for a more accurate characterization of subjects' internalized state of adaptation. 

Comparison of Position Control and Rate Control under Closed-Loop Conditions.12  The purpose of this series of experiments was to compare the effects of position control and higher-order control in performing manual tasks under induced spatial sensorimotor transformations. 

DEPTH PERCEPTION RESEARCH

Objective

Central to the creation of realistic virtual environments is the use of 3D imaging. Simulating the illusion of depth, however, can be a challenging task (Rolland, Gibson et al., 1995). Limitations in available technology as well as the accompanying effects on human performance continue to be issues of concern. A series of depth perception experiments were conducted to further explore these issues. This work focussed on three areas: 

1. Depth perception related to stereopsis cues

2. Spatiotemporal factors affecting depth perception from motion parallax 

3. Effects of stereoscopic depth cues on brightness and contrast induction

Experiments

Stereopsis Cues Experiments.  After completing preliminary calibration tests,13 a series of experiments were conducted to study the human user’s ability to overcome response bias and accommodate alterations in interpupillary distance (IPD). The question of particular interest was whether resolution in depth perception could be enhanced by increasing the IPD.
The Virtual Workbench (VWB),14 a multiple-interface device, was used in the study. Durlach et al. (1996) provide a description of its use, "The user, seated at the VWB, sees a 3-dimensional world that begins at average reading distance and extends to arbitrary distances away, manipulates a haptic world that appears to exist within arm’s reach, and hears sounds emanating from loudspeakers mounted within the haptic 

space. . . ." The experiments consisted of a seven-stage process.

1. Subjects were trained, via correct response feedback, to respond to normal IPD (IPD=1x). 

2. Subjects were tested without feedback at normal IPD 

3. Subjects were tested without feedback at 2x IPD.

4. Subjects were re-trained, via feedback, at 2x IPD

5. Subjects were re-tested at 2x IPD

6. Subjects were re-tested at normal IPD

7. Final test with feedback at normal IPD (included to help subjects readapt to normal IPD conditions)

Results of these preliminary trials15 indicated that subjects adapted relatively well to alterations in stereopsis cues. As expected, subjects demonstrated distorted perception of altered IPD (IPD=2x) in the beginning. As subjects learned to adapt to sensory alterations, however, judgment bias was reduced. When the normal case (IPD=1x) was reintroduced near the end of the trial sequence, subjects experienced a negative aftereffect, providing further evidence of adaptation to the altered cues. 

Motion Parallax Experiments.  The objectives of the motion parallax experiments were 1) to investigate the effects of time delays in updating virtual images and 2) to study the perceived changes in the position of graphic images resulting from alterations in viewing positions. Through the use of motion parallax cues, the illusion of depth was created by presenting random dot patterns on a flat screen. A motion parallax headguide16 was used to track subjects' head position in relation to the presented stimuli and to update the visual display. The first series of trials introduced time delays of varying lengths between the sample measure of the user's head position and the updating of the virtual image. The position from which the images were viewed were also investigated. Preliminary results suggested that current VE technologies may be capable of supporting the perception of depth from motion parallax cues, provided that time delays are kept below 167 msec (Durlach et al., 1996).  (Refer to endnotes for details about: Motion Parallax study-background;17 temporal delay trials;18 spatial viewpoint trials.19)

Brightness & Contrast Induction Experiments.20  The brightness and contrast induction experiments were designed to study the effects of stereoscopic depth cues on the induction process. Previous research (Gogel & Mershon, 1969; Schirillo & Schevell, 1993) demonstrated that the perceived brightness of a scene is affected by the depth layout within the scene. Further research was needed, however, to characterize the effects of depth cues on perceived brightness and contrast within a virtual scene and to measure possible effects on discriminability.
The induction experiments measured two conditions. The brightness condition focussed on how the perceived brightness of a test region was affected by the brightness of the surrounding area. The contrast condition explored how the perceived contrast of a textured test area was affected by the contrast of the surrounding area (Durlach et al., 1996). Although only preliminary results were gathered, the study provided a framework for future investigations. (Refer to endnotes for a graph of induction results.21)

EAR-HEAD RESEARCH

Objective

The Ear-Head adaptation research focussed on two primary objectives:  1) to measure the extent to which subjects could overcome response bias and 2) to identify the conditions under which humans could accommodate alterations in the sensorimotor loop. Of particular interest was whether "supernormal" acoustic cues could enhance performance.

Experimental Design

The Ear-Head project involved a sequence of trials in which subjects were presented with a series of auditory cues and were asked to identify the source of the presented cue. Several techniques were used to create the synthetic auditory environment. Acoustic source cues were simulated using a Convolotron device developed by Crystal River Engineering; the relative source positions were calculated using a PC; and a remapping formula was then used to displace the source positions. Durlach and Wiegand (1995) explain,

With this function, source positions are displaced laterally relative to the position heard using normal cues. The differences in localization cues for two sources in the frontal region are larger than normal with the remapping, while two locations off to the side would give rise to more similar cues than are normally heard.

Utilizing these transformations, an artificial "acoustic fovea" was created in which enhanced resolution in the frontal area was expected while peripheral resolution was expected to degrade. During the experiment, subjects faced an arc consisting of an array of lights. Following the subject’s response to a presented auditory cue, visual feedback was provided via an illuminated light at the cue's correct source location.

Results

As predicted, enhanced resolution was found in response to supernormal stimuli presented in the frontal region while resolution was reduced for peripheral cues. Researchers (Durlach & Wiegand, 1995) further reported, "The results of these experiments showed substantial adaptation in the sense that response bias decreased with practice in the presence of the alteration, and that a negative aftereffect was observed when the alteration was eliminated." Although the data demonstrated that subjects could adapt to supernormal auditory cues, complete adaptation was not achieved.  (Refer to endnotes for further details about the Ear-Head Project background,22 experimental protocol,23 and summary of results.24)

Modeling Results

Researchers found existing models of performance inadequate to characterize the systematic changes associated with the Ear-Head adaptation experiments. As a result, an earlier psychophysical model of performance (Durlach & Braida, 1969) was extended to accommodate changes in resolution and bias. The revised model was framed around the following assumptions.

· A linear relationship exists between the perceived source and the localization cue.

· A high level of adaptation to non-linear transformations can be achieved by approximating a "best fit" linear transformation.

· A dynamic relationship exists between perceived stimulus range and physical stimulus range.

The new model was effective in predicting observed patterns of bias and resolution in response to altered auditory localization cues. (See endnotes for a summary of the extended model of performance.25)

ENDNOTES

1EXPERIMENTAL FACILITY

The equipment developed to conduct our experiments consists of a planar 4-degree-of-freedom manipulandum and a visual display mounted in a viewing box such that the visual image representing the state of the manipulandum (i.e., of the hand of the subject that is grasping the manipulandum) appears in the plane of the manipulandum. The relation between the state of the manipulandum and the visual image representing the manipulandum are under the control of a Macintosh computer and can be programmed to simulate various types of distortions, delays, and stochastic disturbances (noise) that are likely to arise in virtual-environment training systems.

[image: image1.png]



Figure 1.   Subject seated at experimental apparatus

In using this facility, the subject is seated in front of the experimental apparatus (see Fig. 1) and grasps the end-effector of the manipulandum with thumb and index fingers. While the subjects are unable to see their hands and manipulandum, they see a graphic representation of the end-effector and the virtual objects to be manipulated imaged in the plane of the manipulandum. The double-exposure photograph in Fig. 2 depicts the relation between the “real” manipulandum and the virtual scene. In the experiment, the subject sees only the virtual scene, thus enabling the introduction of computer-controlled alterations between the input (manipulandum) and output (display) of the system.
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Figure 2.

Double-exposure photograph depicting the subject's view of the virtual scene (circular target and cursor) and the physical manipulandum which controls the cursor.

We built two separate jointed-arm manipulanda for use in the proposed sensorimotor experiments. Each device has 4 degrees of freedom (x, y, twist, and squeeze) in a planar operating range of about 10 by 14 inches. Manipulandum #1 (Fig. 3) also includes a brake on the squeeze dimension to simulate the presence of an object between the grip pads. Manipulandum #2 (Fig. 4) was constructed of thin-walled aluminum tubing (and without the brake) to minimize the mass of the moving elements. Which manipulandum is used depends on the detailed requirements of the specific experiment under consideration.
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Figure 3. Manipulandum #1, including brake on "squeeze" dimension
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Figure 4. Manipulandum #2, constructed of thin-walled aluminum tubing
From Durlach, N.I., and Wiegand, T.E.v. (1995). Research on human responses to alterations of sensorimotor loops associated with the use of virtual environment systems (VETT) (Final report on contract no. 93-C-0047). Prepared for Naval Air Warfare Center Training Systems Division, Orlando, FL, pp. 12-15.

2RADIAL FITTS TASK

The distortion focussed upon in our initial exploratory studies consisted of a 60° counter-clockwise rotation about a fixed home position in the visual/haptic field (i.e., the location of the visually displayed cursor was related to the location of the manipulandum by a 60° counter-clockwise rotation about the home base). Thus, for example, when the subject moved his or her hand from home base in a straight line upwards, the cursor representing hand position in the visual display moved linearly upwards and towards the left at an angle of 60° from the vertical. A rotation was chosen for initial exploratory work because rotations, although relatively simple to describe and implement, are known to provide a significant adaptation challenge (e.g., Pine et al., 1994). A rotation of large magnitude was chosen for these beginning experiments (much larger than one would expect to encounter in a VE system) because we wanted to obtain a clear picture of the relevant phenomena and because it is always easier to interpolate results than to extrapolate them.
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Figure 5.  Schematic representation of Radial Fitts Task  visual display.

The effects of the 60° rotation were studied in the context of a modified Fitts task (Fitts, 1964). On each trial of this task, the subject was required to move the cursor from the home base (indicated visually without any displacement from the hand position) to a target (indicated visually with the effects of the 60° rotation about the home base incorporated) that appeared at a fixed distance but at a random angle from the home base (see Fig. 5) Over a series of trials, the subject performed a set of visually guided motions, alternately moving from home to target and back to home again, in which execution time and path were measured and recorded for later processing. Although for certain purposes it is of interest to examine the dependence of performance on such geometric parameters as the distance between home base and target, and the size of the target, these parameters were held constant in our experiments in order to focus upon the effects of alterations in the sensorimotor loop. (The distance between home base and target was chosen to be 3" in radius; the size of the target was chosen to 1/2" in diameter). Unless stated otherwise, the subjects were instructed to execute the task as quickly as possible. In all cases, the cursor was judged to have reached the target when the cursor image (a 1/4" diameter circle) collided with the target. In addition to storing the location of the target on each trial, the system stored the position of the manipulandum (or, correspondingly, the cursor) as a function of time on each trial. Thus, the data could be processed not only to measure the time from home to target (and the time to go back home from the target), but also to show details of the path taken from home to target and back home again.

From Durlach, N.I., and Wiegand, T.E.v. (1995). Research on human responses to alterations of sensorimotor loops associated with the use of virtual environment systems (VETT) (Final report on contract no. 93-C-0047). Prepared for Naval Air Warfare Center Training Systems Division, Orlando, FL, pp. 16-17.

3DATA COLLECTION AND ANALYSIS

Whereas a single home-target-home motion is referred to as a trial, 10 such trials executed in rapid succession (and chosen such that all target angles are presented at least once) is referred to as a set. A collection of 20 consecutive sets (with short pauses between consecutive sets) is referred to as a run, and the collection of all runs performed by a subject on a single day as a session. Each session, which included roughly 7 runs and lasted roughly 1 hour, was composed of three components: initial control runs with no alteration (pre-alteration runs); runs in which the alteration was included and during which the subject was expected to adapt to the alteration (alteration runs); and runs in which the alteration was removed and during which the subject was expected to show negative after-affects and to readapt to the normal condition (post-alteration runs) (Durlach & Wiegand, 1995, pg. 17)

Measurements of subject performance under each of these conditions were primarily made in terms of time to target and path length to target. Other relevant performance measures considered include angular error, path curvature, and path smoothness; however, in the current set of conditions studied we found it unnecessary to examine each of these measures beyond a cursory overview of the actual path trajectories to be sure there were no systematic deviations not captured by our chosen measures.

Characterization of the learning behavior of the subject under each condition took the form of the time-constant and offset parameter of the exponential decay function fit (using a least-squares error minimization routine) to the observed learning curve (see Fig. 7) Thus, the learning rate corresponds to the time-constant (in units of number of sets until a decrease of k/e is reached) and the asymptotic performance level corresponds to the additive offset which is essentially the value achieved for which there is little or no improvement with additional sets. 
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Figure 7. Illustrative example of exponential-decay curves

The asymptote and time-constant parameters are used to characterize the final performance level and the learning rate respectively.
From Durlach, N.I., and Wiegand, T.E.v. (1995). Research on human responses to alterations of sensorimotor loops associated with the use of virtual environment systems (VETT) (Final report on contract no. 93-C-0047). Prepared for Naval Air Warfare Center Training Systems Division, Orlando, FL, pp. 17, 21-22.

4PURE ROTATION EXPERIMENT

Figure 8 shows an example of the "Time To Target" (TTT) learning curves from one of the nine subjects. From this figure one can see how the parametric values (asymptote and time-constant) depicted in the summary graphs shown in Figs. 9 and 10 relate to the exponentially modeled learning curves.
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Figure 8.

Example Time-to-Target learning curves for the 60 degree rotation alteration condition: pre-alteration (0 degrees), alteration (60 degree rotation) and post-alteration (back to 0 degrees). The asymptote and time-constant parameters for the three conditions are listed in the figure.
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Figure 9.

The asymptotic time to target is shown versus rotation condition. Each trio of connected points represents a single subject. The boxes indicate the interquartile range and median.
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Figure 10.

This figure shows the rate of learning in the three conditions as measured by the time-constant of the exponential decay of the learning curve. Each trio of connected points represents a single subject. The boxes indicate the interquartile range and median. Note that many subjects exhibit a learning effect (non-zero value of learning curve time-constant) when performing the task in the pre-rotation (0 degree rotation) condition. This performance is in contrast to those subjects (depicted on this graph with a zero value of learning curve) who exhibit a flat learning curve (as in 

Fig. 8).

From Durlach, N.I., and Wiegand, T.E.v. (1995). Research on human responses to alterations of sensorimotor loops associated with the use of virtual environment systems (VETT) (Final report on contract no. 93-C-0047). Prepared for Naval Air Warfare Center Training Systems Division, Orlando, FL, pp. 22-25.

5TEMPORAL JITTER EXPERIMENT

BACKGROUND
This experiment was designed to examine the effects of temporal jitter on adaptation to rotation. Previous experiments (Held & Durlach, 1991) have shown that task performance drops precipitously when delays reach approximately 100msec. Although system delays within current virtual environment systems are often lower than 100 msec, they typically exhibit a large variance over a short time-frame, a condition to which we refer as "jitter." In the present experiment we used a delay algorithm that imparted delays with a spectral characteristic similar to that which is produced by the Ethernet communication protocol currently being used for inter-computer communication in the Testbed. In this system, short delays are highly probable, while longer delays are less frequently encountered. This behavior of the Ethernet system stems from the fact that most packets traverse the network without collision, but, for every collision that a particular packet encounters, the re-transmission of that packet is delayed by an increasing amount. In our jitter algorithm, the probability of a "manipulandum read" is the result of a chain of weighted binary events. For a weighting value of J = 0.9 (as used here), the mean delay is of the order of 5.5 milliseconds, but delays up to several seconds can occur. This sporadic delay mimics the variability in the core Testbed communication system. A graph showing delay frequency versus the magnitude of the delay in the range 5 - 20 msec is shown in Fig. 11.
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Figure 11.

Graph of delay frequency versus delay time for the jitter experiment. The minimum delay is the 5 millisecond sample period, the maximum delay was constrained to be under 5 seconds, though such long values were rare.

From Durlach, N.I., and Wiegand, T.E.v. (1995). Research on human responses to alterations of sensorimotor loops associated with the use of virtual environment systems (VETT) (Final report on contract no. 93-C-0047). Prepared for Naval Air Warfare Center Training Systems Division, Orlando, FL, pp. 26-27.

6RESULTS OF THE TEMPORAL JITTER EXPERIMENT

Figure 12 summarizes the results of the experiments for all six conditions in terms of the asymptotic time to target. (To simplify the presentation in this and subsequent sections, we do not present the graphs of learning curve time-constants when they exhibit the same trends shown in the asymptote graphs.) Each point in Fig. 12 represents the asymptotic time-to-target for a particular run under the condition noted on the abscissa. The dotted lines connect the points of particular subjects. The performance in the non-jitter trials is on average about 20% faster than the jitter trials. Also, the performance of the subjects in the jitter-absent trials (shown in the right half of the figure) is nearly identical to that of the control subjects of experiment 1; thus, the experience with the jitter condition neither helped nor hindered subsequent performance of the task. At present, we have no explanation for the very large intersubject differences in the results.
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Figure 12.

Learning curve asymptote time-to-target values. Circles represent asymptote values for each subject and condition, dotted lines connect individual subjects, and the boxes indicate the interquartile range and median.

From Durlach, N.I., and Wiegand, T.E.v. (1995). Research on human responses to alterations of sensori-motor loops associated with the use of virtual environment systems (VETT) (Final report on contract no. 93-C-0047). Prepared for Naval Air Warfare Center Training Systems Division, Orlando, FL, pp. 28-29.

7MODAL ENHANCERS

The "Modal Enhancement" experiment was designed to achieve some initial insight into the possibility of performance-enhancing effects of cross-modal feedback 

In this experiment, a total of 36 subjects were presented with the Radial Fitts Task under four adaptation conditions:

1. a Control condition in which subjects performed the same experiment as in experiment 1. Half of the 18 points shown were taken from experiment 1, while an additional 9 were run especially for the comparisons to be made in this experiment. (18 subjects).

2. an Audio condition in which any contact that the cursor made with a virtual object (i.e. the targets) was accompanied by a "collision noise" produced by a loudspeaker near the manipulandum. (6 subjects)

3. a Visual condition in which the targets made a "flash of light" when they were hit. (6 subjects)

4. a Haptic condition in which a small solenoid located in the end-effector of the manipulandum caused a haptic sensation upon "contact" with the virtual object. The potential artifact of the actuation sound of the solenoid was mitigated by having the subject wear earplugs and headphones through which pink-noise was played. (6 subjects)

Figure 13 shows a summary of the data for all 36 subjects in terms of asymptotic time to target for the case when the 60° rotation was present. Note that the control value is consistent with the previous rotation data: ~ 825 milliseconds.

It is apparent from the plot that the differences between Audio and Control, as well as Visual and Control are not significant. Moreover, the effect of Haptic involvement, which is just barely significant at the 97.5% confidence level, is in the direction of poorer performance. Both objective performance and subjective reports indicated that modal enhancment helped some subjects and hindered others. Moreover, these differences among subjects were found to be highly significant.
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Figure 13.

Learning curve asymptote time-to-target values (during 60 degree rotation). Circles represent asymptote values for each subject and condition, and the boxes indicate the interquartile range and median.

From Durlach, N.I., and Wiegand, T.E.v. (1995). Research on human responses to alterations of sensorimotor loops associated with the use of virtual environment systems (VETT) (Final report on contract no. 93-C-0047). Prepared for Naval Air Warfare Center Training Systems Division, Orlando, FL, pp. 30-31.

8LONG-TERM ADAPTATION

This experiment was designed to examine long-term changes in performance within the paradigm of experiment 1. Although the learning curves seem to reach an asymptote fairly quickly (within the course of a run of 20 sets), we questioned whether this represented a true limit of performance.

Eight subjects (of which 6 subjects completed all 10 trials) were presented with the Radial Fitts Task under the three adaptation conditions used in experiment 1. The procedure was repeated for a total of 10 sessions over the course of a 2 week period (as scheduling allowed).

The analysis of the long-term adaptation data is based on the asymptotic values attained in the rotation condition for the 10 sessions in which each subject participated. The resulting 10 values were plotted as asymptotic time to target vs. session number. These plots exhibited a downward slope (somewhat similar to the learning curve of a single session). However, rather than assuming that the long-term process is best described by an exponential function, we chose to derive a value of the overall slope to describe the data. Our measure of "slope" is based on dividing the median of the final third of the data by the median of the initial third, thus revealing the general trend of the curve in a fairly robust way.

Figure 16 shows a comparison of the slopes of the single session curves with the long term curves. Note that these slopes do not differ appreciably. This result does not mean that the absolute level of improvement was the same over ten days as it was in the first day, only that the rate of improvement is similar. This finding may support the notion that the learning curve tends to be an exponential decay even when observed over a long time scale. The implications of this result for theoretical modeling of adaptation are not yet clear to us.
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Figure 16.

Comparison of overall "slope" changes of time-to-target learning curves for single-session and long-term (10 sessions over 10 days). Circles represent values for each subject and condition, and the boxes indicate the interquartile range and median. From the graph it is evident that the performance of the subjects continues to improve over the course of repeated exposure to the task, at a rate similar to the improvement within the first session.

The "normalized learning curve change" values depicted in Fig. 17 (below) for the longitudinal time and distance measures, are similar to those observed in the time-distance comparison of Fig.15 (above): time change is greater than distance change, and distance change tends to be closer to zero. These points are derived from the asymptotic value vs. session number curves described in the previous section. Of the 6 subjects who completed the longitudinal (10 session) study, one showed more improvement in distance and one showed a large change in time. (These points are due primarily to large changes in the variability value of the normalizing divisor, and so should be discounted.) The results of comparing long-term time-to-target and path-length curves are consistent with the comparison of single-session time-to-target and path-length curves as presented in section 3.1.5. Here we see that the effect of repeated practice over the course of 10 sessions results in further decreases in time to target with relatively minimal decreases in path length.
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Figure 17.

Comparison of overall "slope" changes in learning curves for time-to-target and path-length curves. In Fig. 15 the change values were based on a single session. Here the values are based on the multiple-session data (10 sessions over 10 days). For each subject, a line connects the corresponding time-change and distance-change values. As in the single-session plots (fig. 15), subjects generally show a greater improvement in time-to-target measurements than in path-length measurements.

From Durlach, N.I., and Wiegand, T.E.v. (1995). Research on human responses to alterations of sensorimotor loops associated with the use of virtual environment systems (VETT) (Final report on contract no. 93-C-0047). Prepared for Naval Air Warfare Center Training Systems Division, Orlando, FL. pp. 35-37.

9PATH-LENGTH ANALYSIS

A cursory examination of plots of the "path-length-to-target" for [the previous Eye-hand experiments] revealed an apparent inconsistency that we began to explore in this experiment. Figure 14 shows an example of the path-length curve trio corresponding to Fig. 7 in Sec. 3.1.1. In contrast to the data presented in Fig. 7, the data presented in Fig. 14 show essentially no improvement in performance with practice. In otherwords, the basic effect of the practice with the rotation appears to be faster movements to the target without a decrease in path length. 

We processed the data from Eight subjects for which we had path-length information under the following adaptation conditions:

1. The pre-rotation condition, in which the baseline performance was established for the system with all transforms and alterations switched off;

2. the rotation condition, in which the motion of the displayed cursor is rotated 60° with respect to the subject's movements of the manipulandum (i.e., the prototypical transform);

3. the post-rotation condition, in which the subject again performs the task with all transforms and alterations switched off.

In order to compare learning in the time and distance curves, we calculated a normalized representation of learning curve change. Essentially, this metric involved determining the median value of the first third of the data, and subtracting from this value the median value of the last third of the data, thus forming a robust determination of the range of the change from the beginning of the run to the end. This value was then normalized (and made dimensionless) by dividing it by the range noted in the final third of the data. The resulting dimensionless measure of the learning curve trend divided by the variability allows a meaningful comparison between the time-to-target learning curves and the path-length learning curves. (See Fig. 15.)

[image: image15.jpg]



Figure 14.

Example path-length learning curves for the 60 degree rotation alteration condition: pre-alteration (0 degrees), alteration (60 degree rotation), and post-alteration (back to 0 degrees).

Figure 15 shows that the path-length curves exhibit little “performance improvement” relative to that seen in the time graphs as well as relative to the variability in the path-length data itself. This result points to the importance of examining individual path traces for individual trials (see Sec. 4 below).
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Figure 15.

Comparison of overall "slope" changes in learning curves for time-to-target and path-length curves. For each subject, a line connects the corresponding time-change and distance-change values. Subjects generally show a greater improvement in time-to-target measurements than in path-length measurements.

From Durlach, N.I., and Wiegand, T.E.v. (1995). Research on human responses to alterations of sensorimotor loops associated with the use of virtual environment systems (VETT) (Final report on contract no. 93-C-0047). Prepared for Naval Air Warfare Center Training Systems Division, Orlando, FL. pp. 32-34.

10CLOSED-LOOP/POSITION-CONTROL EXPERIMENTS

Six subjects were tested in this new set of experiments. For each subject, a session consisted of 7 runs, each made up of 20 sets of 10 trials, where a trial consisted of a single home-target-home motion. Subjects performed all trials comprising a set consecutively without a pause. Between each set of 10 trials, the subject paused briefly (approximately 10 seconds) before the next set of trials began. Each run was initiated when the subject depressed a "ready" button . . . .

For runs 1 and 2, the subject was instructed to minimize the time to target. For runs 3, 4, and 5, the subject was instructed to minimize the path length to the target. For runs 6 and 7, the subject was instructed to minimize the time to target.

Figure 12 shows illustrative results for a typical subject. Overall, the time-to-target learning curves for the 60° alteration conditions (Runs 2 - 6) show the expected exponential decay (top row). The curve for Run 7, in which the alteration was removed (i.e. 0° rotation), also revealed a stereotypical exponential decay, resulting from the aftereffect of adapting to the previous alteration. The distance-to-target learning curves (bottom row in Figure 12) do not fit the exponential model as neatly as the time-to-target curves, although there does appear to be a downward trend mimicking the time-to-target curves.

The path traces depicted in Figure 13 illustrate the seemingly anomalous distance-to-target results. At the end of Run 2 (set 19), one can see that, although the paths were executed more rapidly, they still deviated substantially from straight lines, i.e., the subject showed only limited spatial adaptation to the rotation. The Run 6 graphs show a decrease in path length due presumably to the path-length minimization instructions. Note, however, that the time-to-target value stays at an asymptotic value that is typical for corresponding runs without path-length instructions. The initial paths depicted for Run 7 show the strong curvature due to the negative aftereffect of removing the rotation. The paths at the end of Run 7 appear somewhat straighter despite the return to the minimum-time instructions; however, the distance-to-target plot is still not as noise-free an exponential as found in the time-to-target graphs.

These results indicate that time and geometry are uncoupled from two standpoints: (1) adaptation (as defined by reaching an asymptote for time-to-target) to a spatial distortion (60° rotation) without special path-length instructions does not automatically result in minimum path-length motion; and (2) the presence or absence of path-length instructions does not differentially affect the asymptotic time-to-target performance.

The path-trace data also show that the effects of spatial training persist even after subjects return to the "time minimization" instructions, i.e. paths taken after experience with the path-length minimization instructions are more direct than corresponding paths where the subject had not received spatial training.
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Figure 12.  Time-to-Target and Distance-to-Target Learning Curves

for Subject of Figure 13

The upper row of plots depicts the averaged Time-to-Target (TTT) times for the trials in each of the 20 sets of a run. The lower row shows the corresponding values characterizing the integrated path length (DTT).
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Figure 13.  Representative Path Traces for Closed–Loop

Spatial Training Experiment
The upper rows show actual home-to-target paths of the 10 trials comprising set # 1; the bottom rows show the paths for set # 19.

From Durlach, N.I., Wiegand, T.E.v., Zeltzer, D., Srinivasan, M., Salisbury, K., Brock, D., Sachtler, W.B., Pfautz, J., Schloerb, D., and Lathan, C. (1996). Virtual environment technology for training (VETT): Annual report for MIT work performed during year 2 (Contract no. 94-C-0087). Prepared for Naval Air Warfare Center Training Systems Division, Orlando, FL, pp. 70-73.

11OPEN–LOOP/POSITION–CONTROL EXPERIMENTS

Although time-to-target in closed-loop experiments can serve as a high level measure of performance on applied tasks that has good face validity, the results described [in the closed-loop experiments] suggest that such experiments and measures of performance may be of only limited use for characterizing and modeling the adaptation process. Thus, we initiated a new series of experiments in which the motion to target is open loop. In these experiments, the subject’s motion to the target occurs without visual feedback; the subjects are presented only with an initial view of the target position and then a view of the endpoint error (i.e., the discrepancy between target position and cursor position after the motion to target is completed). In this case, performance can be measured directly by the angular error of the open loop trajectory, a measure that is directly related to the rotation alteration being considered. Note also that to the extent that closed-loop behavior can be regarded as a sequence of incremental open-loop behaviors, a model for open-loop behavior should be extendable (essentially by integration) to a model of closed-loop behavior. . . .

Figure 14 shows the summary learning curves for the seven subjects tested in terms of time-to-target, distance-to-target, and angular-error. These results are for Run 2, the run in which the 60° rotation alteration is first introduced. We can see that angular-error is well described by a decreasing exponential curve, with reasonable noise and variability. The open-loop time and path-length measures are less relevant under this paradigm; however, their form is roughly what one would expect: they are basically flat except for a modest decrease at the very beginning when the subject is just beginning the run. According to the angular error results shown in Figure 14, the subjects, on average, adapt to the 60° rotation after roughly 8 sets or, equivalently, 80 trials.

The extent to which resolution (measured by the variability of a given subject’s responses to a given stimulus angle) changes during the adaptation process is now being analyzed.
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Figure 14.

Learning Curves for Open Loop/Fixed–Radius Experiment, Run 2
The three plots represent the Time-to-Target, Distance-to-Target, and Angular-Error curves across subjects. The bold line passes through the median values of the data, the boxes bracket ±1 quartile of the data (as a robust measure of variability), and the dots represent the data points of individual subjects.

Clearly, the set of practical tasks in which hand movements are open loop is relatively small compared to those involving closed-loop movement. They can occur, however, when the hand is partially obscured by obstacles or low light, or when the subject’s visual attention is dominated by other events. Of more importance, however, we believe that open-loop experiments of the above type will provide us with data that are essential to the construction of a general model of sensorimotor adaptation. As indicated previously, we believe that for most purposes closed-loop behavior can be regarded as the integral of open-loop behavior.

In addition to continuing our analysis of the data obtained in the above described set of open-loop experiments in which distance-to-target was fixed and the only transformation employed was the 60° rotation, we are now running open-loop experiments in which distance-to-target as well as angle-of-target is being randomly varied and in which the transformations studied include scaling (both homogeneous and inhomogeneous) as well as rotation. In all of these experiments, the cursor controlled by the subject’s hand is blanked out while the hand is moving and only becomes visible to the subject when the hand stops moving, which is defined as the end of the trial. The subject’s visual feedback (which drives the adaptation process) thus consists of comparing the location of the target and the location of the cursor after the movement of the cursor has been completed.

Figure 15 shows our error definitions for a current set of experiments involving both scaling (homogeneous & non-homogeneous) and rotation. By changing the stopping criterion from "closed-loop/ collision" to one of "open-loop/ zero-velocity," we are better able to characterize the subject’s internalized state of adaptation using a metric related to the alterations we are studying. We can then build upon an asymptotic/steady-state model of adaptation to include the more variable (across subjects) time-based learning effects.
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Figure 15. Definition of Error Measurements in Radial Fitts Task

The "open-loop/variable-angle/variable-radius" version of the Radial Fitts Task allows for measurement of cursor positioning errors as defined in reference to the target. The "cursor touches target" stopping criterion is not used in the open-loop trials because the cursor is not visible during the movement from home to target. Instead, the endpoint of a trial is considered to be "when the subject stops moving the cursor." Although time-to-target, distance-to-target, and path records are recorded during all trials, these metrics are less meaningful under these open-loop conditions.

From Durlach, N.I., Wiegand, T.E.v., Zeltzer, D., Srinivasan, M., Salisbury, K., Brock, D., Sachtler, W.B., Pfautz, J., Schloerb, D., and Lathan, C. (1996). Virtual environment technology for training (VETT): Annual report for MIT work performed during year 2 (Contract no. 94-C-0087). Prepared for Naval Air Warfare Center Training Systems Division, Orlando, FL, pp. 73-77.

12POSITION CONTROL AND RATE CONTROL UNDER CLOSED-LOOP CONDITIONS

These experiments compare human performance using position-control or rate-control to execute a radial Fitts motor task under induced sensorimotor transformations. Both position and rate control devices have been used extensively in teleoperation and in the laboratory as an aid to modeling human performance (Kim et al., 1987; Bejczy et al., 1988; Das et al., 1992; Massimino & Sheridan 1994). Position-based teleoperation uses a remote manipulator that is servo-controlled to follow the operator’s position commands. Rate control devices interpret human hand displacements as velocity commands. Rate (velocity) control (as well as higher-order control modes such as acceleration control) is fairly common in real-world machinery, especially within the context of piloting vessels. VE system issues in many ways parallel those of teleoperation with the exception that the slave-side does not have a physical instantiation. In both cases, it is important to understand adaptation to alterations in the relation between seen actions and felt actions. Surprisingly, as far as we have been able to determine, all previous work on adaptation has been restricted to position control. The present experiments are designed to begin exploring the relationship between adaptation for position control (zero-order) and adaptation for higher-order control in executing manual control tasks in virtual environments subject to distortions, delays, noise, etc.. While it seems reasonable to hypothesize that the course of adaptation to spatial sensorimotor distortions can largely be predicted by the spatial characteristics of the distortion (i.e. its complexity, the relation of the distortion map to the spatial arrangement of the task, etc.), these "straightforward" connections between distortion and task geometry become murky when the spatial aspects of control are more intimately bound to time, as it is in the case of velocity, the time derivative of position. Hopefully, we will be able to develop a model of adaptation that is applicable to all control modes.

Using the radial Fitts task paradigm previously used in the initial closed-loop/position-control experiments described previously, we modified the apparatus to map manipulandum position changes into cursor velocity changes. Thus, the position of the manipulandum was made to control the direction and speed of cursor motion in a manner similar to that experienced when using a spring-loaded return-to-zero joystick. To accomplish this behavior, an attachment consisting of three springs evenly spaced at 120 degree angles and fixed to the tabletop, was used to impart a "return-to-zero" force to the manipulandum. The control program was modified so that when the manipulandum was in the default "zero" position, the cursor was stationary and remained at whatever location it was at. When the subject pushes the manipulandum away form the zero position, outward at some angle and to some radial distance from the zero position, the cursor proceeds to move at this same angle, and at a velocity proportional to the radial distance of the manipulandum from the zero position.

Again using the 60° rotation for our test transformation, we tested five subjects for both velocity and position control modes. The subjects performed using a randomly selected control mode on the first day, followed by testing under the remaining control mode on the second day of the experiment.

The task consisted of the closed-loop (cursor always visible) fixed-radius radial Fitts task, in which the subjects were asked to move the cursor as quickly and accurately as possible to a targets appearing at a fixed radius but randomly varied angle with respect to the home position.

Each session consisted of one run of each of the following six alteration conditions in sequence: (1) 0 degree rotation, (2) 60° rotation, (3) 60° rotation, (4) 60° rotation, (5) 0° rotation, (6) 0° rotation.

Each of the six runs consisted of 20 sets of 10 trials, with a trial consisting of one home-to-target motion and with sets separated by a short pause in which a feedback score (based on time and distance) is presented on the display screen.

Exponential curves were fit to the Time-to-Target and Distance-To-Target (TTT, DTT) data for each of the 6 alteration conditions, for each control mode, and for each subject. The usual pattern of adaptation and after-effect was observed as the alteration was introduced and then removed. The most interesting condition is that in which the 60 degree alteration is first introduced (condition 2).

The data from condition 2 indicate that the time-constants for the adaptation curves were roughly the same for position control and velocity control. However, time-to-target (TTT) and distance-to-target (DTT) were found to be smaller for position control (see Figure 16).
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Figure 16.
Comparison of Position & Velocity Control asymptotic values of TTT & DTT

Condition #2: 60degree rotation alteration. Asymptotic TTT and DTT values presented in bar graph form. (Note that data for one subject in the velocity condition are missing.) For both Time and Distance measures, a significant difference is apparent between velocity control (TTTv & DTTv) and position control (TTTp & DTTp).

From Durlach, N.I., Wiegand, T.E.v., Zeltzer, D., Srinivasan, M., Salisbury, K., Brock, D., Sachtler, W.B., Pfautz, J., Schloerb, D., and Lathan, C. (1996). Virtual environment technology for training (VETT): Annual report for MIT work performed during year 2 (Contract no. 94-C-0087). Prepared for Naval Air Warfare Center Training Systems Division, Orlando, FL, pp. 77-80.

13VWB CALIBRATION TEST
(with main focus on stereopsis and interpupillary distance)

A preliminary calibration test of the Virtual Workbench was performed to verify that subjects perceive depth stimuli presented on the display at the same distance as real objects. In this test, 9 subjects manually adjusted an LED probe/cursor until it appeared to be at the same distance as a virtual rectangle presented at 5 distances (100 trials at each distance in random order). The results showed good correspondence between the measured position of the probe and the calculated position of the rectangle in virtual space (see Figure 17). Specifically, the median measured position is equal to the calculated position within the estimated accuracy of the position measurement. Also, in most cases, the variability appears to be related to the depth resolution of the display (which is limited by pixel density). With three out of nine subjects, however, an unexpected result was observed. Specifically, there was a marked increase in variability at the distances corresponding to maximum parallax (+/-8 cm from the plane of the display). It was hypothesized that this increased uncertainty is the result of a difference in the relationship between accommodation and vergence for the real and virtual objects. To test this, each of the three subjects was re-tested using a virtual probe (i.e., with the same relationship between accommodation and vergence as the stimulus) in place of the LED. In this experiment, which was otherwise identical to the first test, the variability was reduced to the expected level for all three subjects.




Figure 17. Accommodation/Vergence Conflict in a Reaching Experiment

Comparison of depth-judgement variability, with and without accommodative conflict. The "real" cursor (a small LED, manually positioned by the subject) is directly viewed via the semi-silvered mirror of the Virtual Workbench, thus, vergence and lens accommodation are always in normal agreement. The "virtual" target or cursor (displayed as a phosphor image on the face of the CRT i.e., at 0 cm) is stereoscopically imaged at a depth of z, by calculating the appropriate interocular disparity. Thus, a conflict between accommodative and binocular depth cues will result when z? 0 cm. In the top two panels, the subject moves a real cursor to match the depth of a virtual target. In the lower two panels, the subject moves a virtual cursor to match the depth of a virtual target. The left column shows the distribution of depth-judgement errors with the target imaged at z=0 cm (accommodative conflict not present). The right column shows the error distributions that occur when the target is imaged at z=8 cm. In the Real-cursor/Virtual-target condition, in which the conflict-free cursor is matched to a conflict-laden target, error variability increases. However, it is not yet clear why the error distribution remains tight when both the cursor and the target are equally conflict-laden.

From Durlach, N.I., Wiegand, T.E.v., Zeltzer, D., Srinivasan, M., Salisbury, K., Brock, D., Sachtler, W.B., Pfautz, J., Schloerb, D., and Lathan, C. (1996). Virtual environment technology for training (VETT): Annual report for MIT work performed during year 2 (Contract no. 94-C-0087). Prepared for Naval Air Warfare Center Training Systems Division, Orlando, FL, pp. 81-82.

14VWB APPARATUS

The VWB is constructed about a framework of 1" aluminum pipe (see Figure 7). The piping is assembled using adjustable fittings to accommodate both changes in equipment configuration and variations in user anatomy. This mounting technique also provides a solid mechanical ground for haptic "force-feedback" devices, and includes a self-contained rack-mount area for control equipment. Lockable wheels allow the VWB to be easily moved to various laboratory areas as needed.
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In the current version of the VWB, we have installed a 21" diagonal, multi-sync, RGB monitor. This unit offers workstation-class resolution of 1280x1024 (compatible with the console output of the SGI Onyx). A distribution amplifier has been added at the Onyx in order to serve four physically separated work areas. Thus, the VWB can be driven as a true front-end to the Testbed. This connectivity requires only access to the Ethernet (through which the various Testbed servers communicate) in addition to the distributed console video signal.

Figure 7. Frame of Virtual Workbench, side view
The Virtual Workbench is designed around the "Speed-Rail" system of adjustable fittings and 1" aluminum pipe, allowing easy reconfiguration as the equipment disposition evolves.

A StereoGraphics, CrystalEyes field-sequential display option has been included in the VWB in order to provide a 3-dimensional field that matches the 3-d capabilities of the haptic interface device. This system requires only that the user wear a pair of lightweight liquid crystal shutter glasses which respond to synchronization signals provided by the CrystalEyes infrared transmitter unit. Although the display can be used to good effect without this stereo enhancement (when displaying flat surfaces such as flat boards or maps), the addition of stereo allows the production of images that appear in the space in front of and behind the actual plane of the CRT. The effect (especially when viewed with the proper baffling and light control material to obscure the edges of the monitor cabinet) is that of a compelling presence of 3-d objects. This sense is heightened through the use of a 45° mirror arrangement, allowing the user to physically reach into the presented virtual space (see Figure 8).
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Figure 8. VWB Prototype

The Virtual Workbench System is based on a CrystalEyes Field-sequential Stereographic color 21" display (viewed through a 45° mirror). Manual interaction with the virtual objects is mediated through a SensAble Devices PHANToM Force-feedback manipulandum.

The SensAble Devices "PHANToM" haptic interface device is a high resolution, 3-dimensional manipulandum, capable of imparting forces to the user’s fingers in response to interactions with virtual objects. The PHANToM work-volume is located coincidently with the visual space below the 45° mirror. In this way, the user can manipulate virtual objects presented in the workspace through natural bidirectional kinesthetic interaction, i.e. the user feels (and sees) the virtual objects that he or she is manipulating in the virtual space.

Because of the stringent temporal requirements of the local servo-loops by which the PHANToM is operated, a local controller computer acts as a "haptics server," posting and receiving information about all modalities represented in the VE through the standardized VETTnet Blackboard interface protocol. This controller, as well as the power supply and servo amp circuitry, are mounted in the built-in rack mount space provided on the workbench.

A pair of amplified stereo speakers are mounted on either side of the haptic workspace, below the mirror. This location allows the auditory imagery to appear in a "stereo-panorama" in the virtual space, without resorting to specialized spatialization processors. The sound source can be either local (from a wave-table playback card located in the haptics controller computer), or for more elaborate modeling of virtual auditory stimuli, the stereo audio signals can be run directly from the sound server of the Testbed (SGI Indigo) to the line level inputs of the amplified speakers.

In order to take advantage of the rigidly-fixed relation between the visual and haptics spaces, we have included a means of characterizing and adjusting the registration of the visual, haptic, and physical spaces at the workbench. This calibration is accomplished through the use of a semi-silvered mirror. The light-absorbing backing plate normally attached to the 45° mirror (used to reflect a virtual image of the video display screen into the haptics space as described above) is removed for the calibration process, and an auxiliary light source is used to illuminate the PHANToM’s end effector. 

The calibration procedure involves physical measurements of the end effector’s position at various test points within the working volume of the device. A corrective transform based on these physical measurements is then determined so that the position values reported by the PHANToM can be made to more perfectly correspond to the position of the end effector in real space.

The calibration then proceeds with a determination of the spatial errors existing in the 3-dimensional visual display. Using a test jig to physically delineate test points at various depths from the plane of the CRT, the user adjusts the depth parameters until a stereographically displayed point coincides with the physical test point. Once this depth tuning is performed, further calibration of the visual and haptics space proceeds straightforwardly by using the previously calibrated PHANToM as a measuring device. Images of test points are presented at various target locations throughout the visual space. The user simply moves the end effector (visible through the semi-silvered mirror) to coincide with the observed position in the visual display. In this way, the deviations of the display from the perceived positions in real space are measured, and the corrective transform is further fine-tuned.

Empirical verification of these procedures has been extended into a set of perceptual experiments such as those described in the section entitled Depth perception on the VWB (with main focus on stereopsis).
From Durlach, N.I., Wiegand, T.E.v., Zeltzer, D., Srinivasan, M., Salisbury, K., Brock, D., Sachtler, W.B., Pfautz, J., Schloerb, D., and Lathan, C. (1996). Virtual environment technology for training (VETT): Annual report for MIT work performed during year 2 (Contract no. 94-C-0087). Prepared for Naval Air Warfare Center Training Systems Division, Orlando, FL, pp. 40-44.

15ALTERED IPD RESULTS

In our initial experiments. . . 5 subjects were asked to judge the depth of a visual stimulus presented on the Virtual Workbench. The stimulus consists of a solid rectangle that appears to be out in front of a rectangular frame lying in the plane of the display. The subject responds by adjusting the pointer of a scale on the display using a hand-held trackball. The scale has only ten discrete settings and the subject is informed that only 10 depths will be presented. Feedback is given to the subject in some cases by displaying the correct response on the scale after the subject makes his response. . . .

Illustrative preliminary results of these experiments are shown in Figure 18 where we have plotted mean estimated depth vs./ actual depth . . . .




Figure 18. Depth Estimation of Virtual Targets:

Effect of Altered IPD on Judgement Bias
Subjects were asked to judge the apparent depth of virtual targets presented via the field-sequential CRT of the Virtual Workbench. The targets were stereoscopically imaged at depth z by geometrically calculating the interocular disparity for that depth position. These calculations were simplified by maintaining a known and fixed geometrical relationship between the subject’s eyes and the display, and by noting each individual subject’s interpupillary distance. The effective interpupillary distance (IPD) can be changed as a parameter of the depth-to-disparity transform. In the first of the four conditions, the IPD is set to 1x (i.e., the subject’s normal IPD). As shown by the open circles, subjects underestimate depth despite the geometrical correctness of the depth-to-disparity transform. (For comparison, the Dash-Dot line indicates ideal performance in which a perfect subject accurately assigns to each virtual target the correct depth category.) In the second condition, the effective IPD is doubled (subject is given a larger "virtual head"). Initially, the subject overestimates depth, as shown by the X–marked points. As the subject adapts to the 2x IPD, depth estimates become more accurate (+–marked points). A negative aftereffect is observed when the IPD is first returned to normal (*–marked points), i.e., the subject severely underestimates depth.
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16MOTION PARALLAX HEADGUIDE



Figure 19. Motion Parallax Headguide.

A: Magnetic particle brake; B,B’: Guide rails; C: Toothed coupling belt; D: Carriage; E: Bite-piece; F: Precision linear potentiometer; G: Idler cog; H: CRT display screen; J: SpeedRail® support framework; K: Interface control unit; L: Subject’s seat.
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17MOTION PARALLAX EXPERIMENTS

   Background

The image flow field projected onto the retina of a moving observer contains information from which the 3D layout of a scene can be reconstructed (Koenderink & van Doorn, 1975; Longuet-Higgins & Prazdny, 1980). Rogers and Graham (1979) demonstrated that observers could perceive a 3D surface from motion parallax alone by using random-dot fields displayed on a flat screen that were warped according to the changing projection of a corrugated surface from the viewpoint of a moving observer. Similarly, with the use of head-mounted displays (HMDs) and tracking devices, motion parallax can provide a sense of depth in virtual environments (VEs). However, currently available head-tracking devices and display systems are subject to time delays in the determination of head position and the updating of images. With current systems, motion appears jerky, the depth percept is degraded, and observers often develop the sopite syndrome. 

It has been shown that different depth cues, such as stereopsis and motion, can complement each other to provide a more robust percept (Johnston et al, 1994; Nawrot & Blake, 1991), and it is possible that conflicting cues may degrade it. Maximizing the efficacy of available cues is thus an important aspect of enhancing the quality of VEs and their utility for training. Characterizing the relevant parameters may point to the critical features of displays, tracking systems, and graphics processors that may need improvement.

In our parallax experiments, we are studying the effects of temporal delays between the sampling of an observer's position and the updating of the display from the new viewpoint, as well as the role of the display refresh rate and the spatial layout of the scene.
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18MOTION PARALLAX EXPERIMENTS

Delay Conditions
The stimulus for these experiments consisted of a random-dot field which was divided into two horizontal regions of equal size within which the rate of movement of the dots could be independently controlled. Movement of the dots was proportional to the motion of the bite plate, and was made to correspond to the relative movement of two surfaces at different depths (Figure 20). In the following discussion, it should be kept in mind that the depths of the surfaces are only virtual; stimuli were displayed on a flat screen in all cases. 

The locations of the two surfaces were randomized for each trial, and the observer indicated via a button press whether the nearer surface was on top or bottom. A trial began with the appearance of the random-dot field, at which point the observer initiated his lateral head movement, and ended at the end of a fixed trajectory length.


 EMBED Word.Picture.8  


Figure 20. Motion Parallax Setup

The observer faced the CRT on which a random-dot field was displayed. The velocities of two vertically stacked horizontal regions of the dot field were independently controlled by the motion of the bite plate to correspond to the relative movement of two surfaces at different depths. The top and bottom stacking order was randomized for each trial. The observer indicated with a button press whether the nearer surface was on top or on bottom. The observer's lateral movement was not restricted, and a trial ended with the disappearance of the stimulus at the end of the 10 cm travel distance.




Figure 21. Results for four delay conditions

Left column: forty trials were run for each depth. The abscissa shows separation of the (virtual) surfaces in depth, while the percentage of trials on which the observer correctly indicated the location of the nearer surface is shown on the ordinate. Weibull functions fit to data sets are shown as solid lines. Right column: thresholds for the correct identification of the nearer surface estimated from the Weibull fits for the four different delay conditions.

Each of seven virtual separations of the two test regions was presented forty times (spread over 4 sessions), the conditions being interleaved randomly, and results were plotted as psychometric curves to determine the threshold for reliable identification of the nearer surface. Psychometric curves are shown in the left column of Figure 21 for various delays: curves become flatter with increasing delay. Thresholds estimated from the Weibull functions fit to the psychometric curves are shown in the bar graph on the right. As delay increases, greater separations between the two surfaces are necessary to elicit consistent performance in the task.

This preliminary dataset suggests that degradation of depth perception is relatively small for delays of less than 167 msec. Current VE systems exhibit delays under 100 msec (e.g., SGI Onyx with Polhemus FASTRAK head tracker: 67 msec. P. DiZio, personal communication), indicating that their performance may lie within an adequate range to support depth perception from motion parallax.
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19PERCEPTION OF SPATIAL LAYOUT OF STIMULUS

For this set of trials, the dot field was divided into three regions, corresponding to three surfaces at different depths. When the display was viewed head on, as shown in Figure 22, the spatial layout was perceived as expected from the velocity field. As diagrammed in Figure 23, when an elevated viewpoint was chosen, the percept was biased towards a configuration consistent with surfaces on a ground plan receding towards the horizon. Conversely, when a low viewpoint was chosen, the percept was biased towards surfaces on a ceiling, receding from the observer. These observations suggest a primacy of cognitive expectations similar to the assumption that illumination in an ambiguous scene comes from above. These issues are being explored further.




Figure 22. 

Perception of spatial layout of stimulus for mid-screen viewpoint.

Two sets of velocity fields were generated, corresponding to the spatial configurations shown in the left column (referred to as "normal" and "inverted"). The right column shows the configuration reported by the observer for each case.




Figure 23. 

Perception of spatial layout of stimulus for high and low viewpoints

For the high viewpoint, the observer reported seeing the "normal" configuration even when the velocity field for the "inverted" case was shown. Conversely, the "inverted" percept dominated from a low viewpoint.
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20BRIGHTNESS AND CONTRAST INDUCTION EXPERIMENT

The perceived brightness of a region is affected by the brightness of the surrounding visible areas (Chevreul, 1839). This effect can be regarded as a means to augment differences between regions and may serve to enhance discriminability. Depth layout of a scene has been shown to affect perceived brightness (Gogel & Mershon, 1969; Schirillo & Shevell, 1993).

The availability of stereoscopic displays for work in VEs raises the issue of whether stereo depth will affect induction processes and possibly discriminability—factors which may need to be considered in the design of VE display systems.

In this set of experiments, we are exploring the effects of stereoscopic depth cues on two types of induction: a) classical brightness induction, in which the perceived brightness of a uniform test region is affected by the brightness of the surround, and b) contrast induction, in which the perceived contrast of a textured test region is affected by the contrast of a textured surround.

Figure 24 shows the spatial layout of the stimulus: in the case of brightness induction, the test and surround regions were uniform fields, while in the case of contrast induction the regions were filled with random-dot patterns whose contrast could be modulated. Stimuli were viewed through Crystal Eyes stereo glasses, and the disparity of the test region was varied so that it either lay in the plane of the annular surround or floated in front of it.




Figure 24. Stimulus configuration for brightness and contrast 

induction across depth boundaries

All regions were non-textured in the case of brightness induction measurements. For contrast induction, the inducing and test regions were filled with a random-dot pattern whose contrast was modulated in time. The background (B) was a uniform field at mean luminance in all cases. The brightness (or contrast) of the annular inducing surround region (I) was modulated sinusoidally at a fixed amplitude around the mean luminance. The brightness (or contrast) of the central test region (T) was modulated sinusoidally at any of a number of amplitudes for each trial. The disparity of the test could be varied so that the test was either coplanar with the surround or floated above it, nearer the observer.
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Figure 25. Diagram of brightness and contrast modulation 

of inducing and test regions

The modulation of the surrounding inducing region is shown as a solid curve. The modulation induced in the test region, of smaller amplitude than the inducing modulation, is shown as a dashed line. In order to null the perceived induced modulation a real modulation in phase with the surround is added to the test region. This applies to both brightness and contrast induction.

Modulating the luminance of the surround sinusoidally in time induces a modulation in the perceived brightness of a test region with opposite phase. This induced modulation can be nulled with a real luminance modulation inside the test field (Krauskopf, Zaidi & Mandler, 1986) as diagrammed in Figure 25. A similar procedure is used for contrast induction. 
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21BRIGHTNESS AND CONTRAST RESULTS
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Figure 26. Determination of the amplitude of induced modulation

Due to the difficulty of precisely setting the nulling amplitude to achieve an exact null, the method of constant stimuli was used, where a set of nulling amplitudes was presented. A short tone was synchronized with the peak of the inducing modulation, and the observer indicated whether the perceived modulation of the test region was in its bright or dark phase during the tone. The greater the amplitude of the nulling modulation, the greater the proportion of responses corresponding to the bright percept during the tone. The 50% point provided a measure of the induced amplitude.
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22EAR-HEAD PROJECT BACKGROUND

This project was motivated in part by our general desire to determine, understand, and model adaptation to altered sensorimotor loops . . . and in part by our desire to explore the extent to which it is possible to achieve supernormal auditory localization by introducing appropriate transformations of the perceptual cues used for auditory localization (Durlach et al., 1993).

In general, the ability to localize acoustic sources is based on the fact that the acoustic signals arriving at each ear are filtered versions of the signal measured at the acoustic source, with the transfer functions of the filters (one for each ear) depending upon the direction of the source relative to the head (as well as the acoustic properties of the environment in which the source and listener are located). By using knowledge of how this transfer function, often referred to as the "Head-Related Transfer Function" or HRTF, depends on the direction of the source relative to the head, and estimating the position of the head relative to the torso from proprioceptive/kinesthetic cues sensed in the neck, the listener can determine, to within some degree of reliability, the direction of the source relative to the torso. Inasmuch as the signal received at each ear depends not only on the HRTF but also on the spectrum of the transmitted signal at the acoustic source, monaural localization is useful only when the listener has a priori information on the spectrum of the transmitted signal. This restriction is eliminated, however, when two ears are used because the role of the transmitted spectrum can be effectively eliminated by making interaural comparisons (i.e., comparing the signal received in the left ear to that received in the right ear).

Ideally, in this project we would have introduced a transformation that simulated the cues that would exist if the head (including the ears) were enlarged. Such an enlargement would have the effect of magnifying both binaural and monaural localization cues. Furthermore, such a simulation could be achieved by means of a transformation in which the normal HRTFs are modified by frequency scaling (see Rabinowitz et al, 1993, as well as Durlach et al., 1993). Unfortunately, however, the equipment available to us was not adequate to achieve this frequency scaling. Thus, and as discussed below, the transformation actually used in this study consisted of shuffling the normal HRTFs that were available to us in a manner that effectively magnified the localization cues available to us in some regions of space and minifying them in other regions.

Adaptation to altered auditory localization cues was investigated by presenting simulated acoustic cues and real visual cues. Acoustic sources were "spatialized" by the Convolotron, the special-purpose signal-processing system made by Crystal River Engineering. The Convolvotron takes as inputs the source signal to be spatialized and the instantaneous position of the source relative to the listener's head from which it generates the binaural signals appropriate for a source from the specified position. In our system, the relative source position was calculated by a PC from the absolute position of the source to be simulated and the instantaneous orientation of the listener's head (reported to the PC by the Ascension Bird, a commercial head-tracking system).

This auditory VE was used to simulate sources from one of thirteen positions around the listener at 0 degrees elevation, from -60 to +60 degrees in azimuth. These positions were indicated visually by a 3-foot-diameter arc of lights which were clearly labelled (1 to 13) from left to right. These lights constituted our "real" visual display and were used to present visual spatial information about the simulated auditory sources to our subjects.
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Auditory localization cues were transformed in this project by remapping the relationship between source position and HRTFs. The mapping function used is given by:

where the HRTF used for presenting a stimulus at azimuth 0 was simply the normal HRTF for azimuth fn(0). This mapping is shown in Fig. 6 for different values of n. With this function, source positions are displaced laterally relative to the position heard using normal cues. The differences in localization cues for two sources in the frontal region are larger than normal with this remapping, while two locations off to the side would give rise to more similar cues than are normally heard. As a result, subjects were expected to show better than normal resolution in the front and reduced resolution on the side, creating an enhanced "acoustic fovea" in which supernormal auditory localization could occur. In addition to affecting resolution, however, this transformation was also expected to cause a bias whereby sources were perceived farther off-center than were their actual 

locations.

[image: image27.jpg]Adaptation w/Modal Enhancement”:
Asympfohc Time To Targei

1300} o
o
4 o
é 1200}
o
© 1100} o o
o)
; e}
o 1000 ) —ej o
<
(0] -
E 900| 8° e °
O o) =8
(o}
2 800t o
c 8 o
§ 700} | o °
S o
600+
(o]
CONTROL Audio Visual Haptic

Enhancement Condition




Figure 6.  

Plot of auditory rearrangement. Abscissa shows azimuth of source to be presented, ordinate the corresponding normal-cue HRTF to use. Parameter n is strength of transformation, corresponding to the slope of the rearrangement function at 0 = 0.

From Durlach, N.I., and Wiegand, T.E.v. (1995). Research on human responses to alterations of sensorimotor loops associated with the use of virtual environment systems (VETT) (Final report on contract no. 93-C-0047). Prepared for Naval Air Warfare Center Training Systems Division, Orlando, FL, pp. 18-20.

23EAR-HEAD PROJECT EXPERIMENTAL PROTOCOL

The basic experimental protocol consisted of a sequence of test runs. Each test run in the sequence consisted of 26 trials of a 13-alternative angle identification experiment. Test stimuli consisted of a 500 ms long click-train from one of 13 azimuthal positions separated by 10 degrees (ranging from -60 to +60 degrees). These positions corresponded to the positions of the lights which were clearly numbered from left to right in an arc around the subject. Subjects had to face forward during each test stimulus or the trial was discarded. After each source was presented, the subject entered the number of the source position on a laptop keyboard. Correct-answer feedback was given after each response by the light at the correct location, which was turned on for 0.5 s.

Subjects completed 8 identical, 2-hour-long sessions of 40 runs each. In each session, the first 2 runs used normal localization cues [i.e., using the identity mapping f1(0)], the next 30 runs used the supernormal localization cues [using the mapping fn(0) where n equalled 2, 3, or 4], and the final 8 runs used normal localization cues [with the mapping f1(0)]. This order of runs allowed the subjects' performance to be tracked over the course of the session, and provided "normal" control results against which performance with the supernormal localization cues could be compared.
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24EAR HEAD PROJECT RESULTS

Results from each subject were found by combining responses for each of the runs across sessions. For each subject and run the average response and the standard deviation in response was found for each of the 13 possible locations. Since standard deviation did not vary systematically with position, the 13 measures of standard deviation were further averaged across position to yield an overall estimate of response variability. These two statistics (average response and standard deviation in response) were then used to estimate resolution and bias for each run during the course of a session. Resolution between adjacent pairs of positions was estimated as the difference in mean responses normalized by the average standard deviation across positions (similar to the standard sensitivity measure d', Bias (which is traditionally used to measure adaptation) was estimated as the difference between mean response and correct response, again normalized by the average standard deviation. Finally, the resulting bias and resolution metrics were averaged across subjects to generate a concise summary of results for each run.

Figure 18 shows bias results for the first normal-cue (run #1), the first altered-cue (run #3), the final altered-cue (run #32), and the first normal-cue run after exposure (run #33) as a function of source position. Results are shown for experiments in which the rearrangement was of strength 2, 3, and 4. Normal-cue runs are plotted with circles; altered-cue runs with squares. The open symbols represent runs prior to altered-cue training while filled symbols correspond to the "adapted" results. A strong bias occurred in the first supernormal-cue test (open squares) in the direction predicted by the transformation (subjects heard sources farther off-center than they were except for the leftmost and rightmost positions). Results for supernormal-cue testing after training (filled squares) showed a clear reduction in bias over the whole range of positions tested; however, this adaptation was not complete. Bias was reduced by roughly 50 percent with this experimental protocol. Finally, a negative after-effect is seen in the results from the final normal-cue test following exposure (filled circles), where a strong bias was found in the direction opposite to that induced by the altered cues. In comparing the results across experiments, it should be noted that within-subject variability varied from subject to subject. In particular, the within-subject variability was least for the subjects used in the experiment for which n=3. This caused the magnitude of bias and resolution results to be relatively greater in this experiment than in the other two experiments shown. Aside from this detail, there is a tendency for the initially induced bias to be greatest for the experiment in which the transformation was strongest (n=4), and least for the experiment in which the transformation was weakest (n=2).
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Figure 18.

Bias results for experiments in which rearrangement strength was 2, 3, and 4. Abscissa shows the source position, ordinate the mean error in response, normalized by the standard deviation in responses. Circles show normal cue runs, squares supernormal cue runs. Open symbols represent results prior to training, filled symbols represent results following training.
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Figure 19.

Resolution results for experiments in which rearrangement strength was 2, 3, and 4. Abscissa shows the source position, ordinate an estimate of resolution between adjacent source positions in units of standard deviation in response. Circles show normal cue runs, squares super-normal cue runs. Open symbols represent results prior to training, filled symbols represent results following training.

Resolution results are shown in Fig. 19. Resolution for normal-cue runs showed a systematic pattern (which may be due to systematic dependencies of the accuracy of the simulation on source position) which was consistent for pre- and post-exposure runs. Of more interest is the comparison between normal- and altered-cue results. As expected for the transformation employed, resolution was enhanced for positions in the central region and degraded at the edges of the range for the first run using altered cues. Most surprising is the fact that resolution decreases slightly as subjects adapt (compare filled to open squares). Finally, a similar decrease in resolution is seen when comparing the first post-exposure results with normal cues (filled circles) to the initial run with normal cues (open circles). Overall, resolution using the altered cues is better than that achieved using normal cues, even though the increase in resolution depends upon the adaptive state of the subject. Again, comparing resolution results across experiments, there is a tendency for the resolution to be improved most in the experiment for which n=4 and least for the experiment in which n=2.

From Durlach, N.I., and Wiegand, T.E.v. (1995). Research on human responses to alterations of sensorimotor loops associated with the use of virtual environment systems (VETT) (Final report on contract no. 93-C-0047). Prepared for Naval Air Warfare Center Training Systems Division, Orlando, FL, pp. 38-40.

25EXTENDED MODEL OF PERFORMANCE

One of the most important assumptions of the extended model is that all changes in performance are the result of a single dynamic process which describes how perceived source position is related to physical localization cues. The model assumes that the relationship between perceived source and physical cue is always linear, and that changes in perception are reflected simply by changes in the slope of this relationship. This assumption is interesting for a number of reasons. Most importantly, this assumption implies that subjects can never fully adapt to nonlinear transformations between source position and physical cue (such as were used in the current experiments), but adapt to such nonlinear transformations by approximating the nonlinear transformation with the best-fit linear transformation. In addition, the model fits the change in slope as an exponential decay from the slope at the beginning of the adaptation period to a slope which is very close to the slope of the line which best fits the nonlinear transformation employed. Thus, while subjects can never fully adapt to the nonlinear transformation, the model assumes that they come very close to adapting completely given the constraint that perceived location is a linear function of the normal cue location.

Another important aspect of the model is derived directly from the original model of Durlach and Braida (1969). In the original model, the underlying resolution with which subjects can discriminate adjacent sources depends upon the range of stimuli employed. Thus, sources which are easily discriminated in a JND-type experiment in which only a small range of sources are employed are often confused in an identification-type experiment which uses a much larger range of stimuli. In the extended model, there is a similar effect of range; however, rather than depending upon the physical stimuli employed in an experiment, the range is determined by the perceived range of stimuli employed. The relationship between perceived stimlus range and physical stimulus range is determined by the same dynamic process which describes the relationship between perceived location and physical stimulus. This assumption allows the model to account for the decrease in resolution seen when comparing the initial run with altered cues with the final run with altered cues, since the perceived range of stimuli increases in time as the subject adapts to the changes in the transformation employed.

The model made only a few additions to the previous work of Durlach and Braida (1969): the assumption of a linear, dynamic relationship between physical cue and perceived location and descriptions of how this dynamic process affects the range of the perceived stimuli and the placement of decision criteria along an internal decision axis. Figure 20 shows model predictions of bias and Fig. 21 shows model predictions of resolution for the three experiments whose empirical results are plotted in Figs. 18 and 19. In all cases, the model captures the qualitative aspects of the changes in performance; in most cases, it is relatively good at describing these changes quantitatively. 
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Figure 20.
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Model predictions of bias for experiments in which rearrangement strength was 2, 3, and 4. Abscissa shows the source position, ordinate the mean error in response, normalized by the standard deviation in responses. Circles show normal cue runs, squares supernormal cue runs. Open symbols represent results prior to training, filled symbols represent results following training.

Figure 21.

Model predictions of resolution for experiments in which rearrangement strength was 2, 3, and 4. Abscissa shows the source position, ordinate an estimate of resolution between adjacent source positions in units of standard deviation in response. Circles show normal cue runs, squares supernormal cue runs. Open symbols represent results prior to training, filled symbols represent results following training.

From Durlach, N.I., and Wiegand, T.E.v. (1995). Research on human responses to alterations of sensorimotor loops associated with the use of virtual environment systems (VETT) (Final report on contract no. 93-C-0047). Prepared for Naval Air Warfare Center Training Systems Division, Orlando, FL, pp. 41-43.
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